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ABSTRACT 
Ten-finger freehand mid-air typing is a potential solution 
for post-desktop interaction. However, the absence of 
tactile feedback as well as the inability to accurately 
distinguish tapping finger or target keys exists as the major 
challenge for mid-air typing. In this paper, we present 
ATK, a novel interaction technique that enables freehand 
ten-finger typing in the air based on 3D hand tracking 
data. Our hypothesis is that expert typists are able to 
transfer their typing ability from physical keyboards to 
mid-air typing. We followed an iterative approach in 
designing ATK. We first empirically investigated users’ 
mid-air typing behavior, and examined fingertip kinematics 
during tapping, correlated movement among fingers and 3D 
distribution of tapping endpoints. Based on the findings, 
we proposed a probabilistic tap detection algorithm, and 
augmented Goodman’s input correction model to account for 
the ambiguity in distinguishing tapping finger. We finally 
evaluated the performance of ATK with a 4-block study. 
Participants typed 23.0 WPM with an uncorrected word-level 
error rate of 0.3% in the first block, and later achieved 29.2 
WPM in the last block without sacrificing accuracy. 

Author Keywords 
Mid-air interaction; user interface; text entry; word 
disambiguation. 

ACM Classification Keywords 
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INTRODUCTION 
Mid-air text entry is a potential and promising solution for 
post-desktop interactions such as virtual reality [13], large 
displays [19], and even mobile phones [24]. To achieve 
† denotes the corresponding author. 

Permission to make digital or hard copies of all or part of this work for personal or 
classroom use is granted without fee provided that copies are not made or distributed 
for profit or commercial advantage and that copies bear this notice and the full citation 
on the first page. Copyrights for components of this work owned by others than 
ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or 
republish, to post on servers or to redistribute to lists, requires prior specific permission 
and/or a fee. Request permissions from permissions@acm.org. 
UIST 2015, November 8–11, 2015, Charlotte, NC, USA. 
Copyright c© 2015 ACM ISBN 978-1-4503-3779-3/15/11 ...$15.00.
 
http://dx.doi.org/10.1145/2807442.2807504
 

this, a number of techniques have been proposed, including 
those using data gloves to capture hand/finger movement [5, 
13], and those based on target selection [4, 20] and gestures 
[23] using only one or two fingers. However, no one has 
researched ten-finger freehand mid-air typing. We deem 
it important because ten-finger typing is the most effective 
means that human enters text in daily lives; meanwhile, 
with recent development of hand tracking techniques (e.g. 
LeapMotion and Kinect), such vision should come true. 

However, issues arise when users perform ten-finger typing 
in mid-air. There is no tactile feedback to facilitate users’ 
tapping action or hand/finger navigation on the virtual 
keyboard, nor is there a mechanism to explicitly detect 
human’s tapping action on individual keys as that on a 
physical keyboard. Therefore, the algorithm has to infer 
users’ input intention from the continuous 3D hand/finger 
movement data. 

In this paper, we describe our iterative approach in designing 
ATK (Air Typing Keyboard, pronounced “attack”), a novel 
technique that enables freehand ten-finger mid-air typing. 
We first empirically investigated users’ ten-finger mid-air 
typing pattern, including fingertip kinematics during tapping, 
correlated movement among fingers and 3D distribution of 
tapping endpoints. Based on the results, we proposed 
a probabilistic tap detection algorithm, and augmented 
Goodman’s input correction model. Finally, we evaluated 
our prototype with 8 participants in 4 blocks. Results 
showed that with ATK, participants could achieve 23.0 WPM 
with an uncorrected word-level error rate of 0.3% at first, 
and later achieved 29.2 WPM after some practice without 
sacrificing accuracy; ATK surpassed existing mid-air text 
entry techniques in terms of both speed and accuracy. 

RELATED WORK 

Text Entry with Ten Fingers 
Typing on a physical keyboard is perhaps the fastest text entry 
method, due to the full utilization of fingers. The reported 
input speed on a physical keyboard can achieve 60-100 WPM 
for ordinary users [10]. Therefore, researchers have tried 
to enable ten-finger typing on touchscreens or even any flat 
surfaces to improve text entry efficiency. 

Findlater et al. [7] examined the touch endpoint distribution 
when users typed with ten fingers on touchscreens. They 
found the emergent keyboard layout based on actual touch 
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endpoints appeared arched rather than strictly rectangular; 
furthermore, individual fingers and key rows (top, middle, 
bottom) both had a significant effect on endpoint deviation. 
Findlater et al. [6] later proposed to dynamically adapt 
the key-press classification models to suit each user’s typing 
pattern. Evaluation results showed that the input speed could 
achieve 28 WPM. Similarly, CATKey [8] visually adapts 
keyboard layout to users’ typing behavior, allowing users to 
reach a text entry rate of 22.8 WPM. 

The 1Line keyboard [14] condenses the layout of a QWERTY 
keyboard into one row, which contains 8 keys overloaded 
with letters. Users tap each key with different fingers. To 
resolve word ambiguity, a pre-defined vocabulary is used. 
The authors showed that 94.28% of the top 10,000 words 
in their vocabulary could be determined with solely finger 
sequence. Evaluation results showed participants achieved 30 
WPM with an error rate of 1.7%. 

Canesta Keyboard [26] allows users to type on any surface 
by projecting the image of a keyboard on the surface. The 
device emits a plane of infrared light slightly above the 
typing surface to detect finger tap action. The reported input 
speed reached 37.7 WPM. Murase et al. [21] leveraged 
machine-learning method to recognize finger movement with 
only one camera. 

Mid-Air Text Entry Techniques 
There are a large variety of techniques that support mid-air 
text entry. We review some of the major categories. 

A number of techniques allow users to input text remotely on 
large displays using pointing devices [29] or hands [19, 20]. 
Shoemaker et al. [29] tested three kinds of target-selection 
based techniques, and found text entry speed was below 18.9 
WPM [29] with QWERTY. Niikura et al. [24] proposed 
a similar idea that allowed users to control a cursor using 
a phone’s touchscreen, and confirm selection by tapping. 
Vulture [20] allowed users to control a cursor on the screen to 
draw word gestures. It achieved the best performance among 
existing works: a speed of 28.1 WPM with an error rate of 
1.7%. However, users relied heavily on the visual feedback 
of the cursor while using Vulture. 

Users can also perform handwriting in mid-air [1, 12, 23]. 
One benefit of 3D handwriting is users can perform eyes-free 
text entry. However, such technique also suffers from 
recognition issues and limitation of text entry rate. The 
reported letter-level accuracy was 96% [12], while word-level 
accuracy was 89% [1]. Meanwhile, the text entry speed was 
only 11 WPM [23]. 

Researchers have also explored the use of data gloves for 
mid-air text entry. KITTY [13] and the chording glove 
[27] both allow users to enter text by producing chords. 
Text entry rate could achieve 16.8 WPM after 10 hours of 
training [27]. In contrast, Twiddler keyboard [16], which 
has physical buttons, could achieve 47 WPM after 25 hours 
of training. VType [5] is most similar to ours. Users wore 
data gloves and typed in mid-air with multiple fingers. The 
authors devised a simple and heuristic algorithm to detect 
tap, and reconstructed the words based on finger sequence 

and a predefined vocabulary. Evaluation results showed the 
character-level accuracy could achieve 98%. However, no 
results on typing speed were reported. 

UNDERSTANDING TYPING BEHAVIOR 
In order to facilitate the design of ATK, we conducted an 
experiment to examine users’ ten-finger typing behavior in 
mid-air. We asked participants to type as if on a physical 
keyboard in mid-air. No feedback was provided to users in 
order to observe the very natural typing behavior [3]. Our 
results thus provided an indication of users’ typing behavior 
under an ideal condition (i.e. assuming the input was always 
correct). We were interested in fingertip kinematics during 
tapping, the correlated movement among fingers and the 3D 
distribution of endpoints. 

Participants 
We recruited 8 participants from the campus with a mean age 
of 20.8 (SD = 1.8). All participants used the standard finger 
placement. We evaluated their typing expertise using Texttest 
[33]. They typed 59.3 WPM (SD = 19.1) with an uncorrected 
error rate of 0.3% (SD = 1.2%) on a physical keyboard. Each 
participant was compensated 10$. 

Apparatus 
Figure 1 shows a snapshot of our experiment setup. 
Participants sat at a table, and stretched their hands to the 
front to type on a horizontal imaginary keyboard. The height 
of the chair was adjusted for each participant to ensure a 
comfortable typing posture. We used a Leap Motion sensor 
to track users’ hands. The API reported the 3D position as 
well as the velocity of users’ fingers and palms at about 100 
fps. To account for data noise caused by hand occlusion, 
we applied Kalman filter to the raw data. The sensor was 
put at the center of the table under users’ hands, and was 
connected to a desktop computer running Windows7 (Intel 
Core i7, 3.10GHz processor, 16GB RAM). The experiment 
software was displayed on an external 24"" LCD monitor set 
to 1920 × 1200 resolution. 

Figure 1: Experiment setup 

Experiment Design 
Participants transcribed 20 phrases sampled randomly from 
the MacKenzie and Soukoreff phrase set [18], ensuring that 
all 26 characters were covered. For each phrase, users entered 
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words without entering space. Figure 2 shows a screenshot of 
the experiment software. Current phrase was shown on the 
top of the screen, with current word highlighted in red. 

Participants first registered the home position of both hands 
by keeping a stable typing posture for 1 second. Then, the 
background of the keyboard panel turned from black to blue 
to indicate that system was recording frame data from Leap 
Motion. A keyboard was shown on the screen as a visual 
reference. Keys covered by different fingers were colored 
accordingly. 

Figure 2: Experiment software 

Procedure 
Before the experiment, participants were given 5 minutes 
to familiarize themselves with air typing. During the test 
session, they entered words from 20 phrases one by one. 
For each phrase, they registered the home positions before 
typing. Participants were instructed to type “as naturally 
as possible, as if on a physical keyboard, with each tap 
clearly performed”. The keyboard was described as “an 
imaginary horizontal keyboard having the same size as a 
normal physical keyboard (about 20cm × 6cm)”. Each time 
a word had been entered, the experimenter clicked the “next” 
button to push forward the task. Participants were given a 
one-minute break between phrases. The experiment lasted 
approximately 30 minutes. 

Data Processing and Labelling 

(a) Relative coordinate system	 (b) Leap Motion coordinate
 
system
 

Figure 3: Two types of coordinate systems 

To clarify the geometry, we established two types of 
coordinate systems: Relative coordinate system and absolute 
coordinate system. Relative coordinate system follows the 
movement of hands, and describes the movement of fingers 
regardless of hand translation and rotation. For each hand, 
the origin of relative coordinate system is the center of the 

palm. X axis is parallel to the palm plane, and is positive in 
the direction of the pinky finger. Y axis is perpendicular to the 
palm plane, and is positive in the direction of the hand back. 
Z axis is parallel to the direction of the hand, and is positive in 
the direction of the wrist (Figure 3a). To account for varying 
hand sizes, the relative coordinate was normalized according 
to the length of users’ middle fingers (Mean = 81mm, SD = 
3.2mm). 

Absolute coordinate system describes the movement of the 
palm and fingers relative to the home position. For each hand, 
the origin of absolute coordinate system is its 3D position 
when it is registered; the axes are parallel to the axes of 
the Leap Motion coordinate system (Figure 3b). We did not 
normalize the absolute coordinate, as it is affected by not only 
hand size, but also hand translation and finger movement. 

As we did not have a tap detection algorithm at this stage, 
we manually labeled the data. We checked the relative 
coordinate of fingers to determine taps, and labeled them 
with the target characters. We collected 3093 taps from all 
participants in total. 

Results 
Fingertip Kinematics During Tapping 

Figure 4: Illustration of fingertip kinematics within a typical 
tap, shows relative coordinate (lower) and velocity (upper) 

in Y axis aligned by time 

Figure 4 illustrates the relative coordinate and the velocity of 
fingertip during a typical tap in Y axis. We determined the 
start and the end points of a tap to be at the moment where 
velocity is 0. We define duration as the time elapse between 
start and end points, and amplitude as the difference between 
the highest and the lowest points within a tap. 

The average duration of a tap was 496ms (SD = 170), with an 
average amplitude of 69mm (SD = 23). It typically comprised 
a flexion phase and a stretch phase. The amplitude of the 
flexion phase was greater than that of the stretch phase, with 
mean amplitudes being 64mm (SD = 24) and 43mm (SD = 
26) respectively. The flexion phase was 30% shorter than 
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the stretch phase, with average duration of each phase being 
205ms (SD = 81) and 291ms (SD = 148) respectively. 

The velocity curve revealed an acceleration-deceleration 
process in both flexion and stretch phases. The maximum 
velocities of each phase were 623 mm/s (SD = 262) and 304 
mm/s (SD = 136), and were reached at 99ms (SD = 59) and 
327ms (SD = 99) respectively. This suggested that the flexion 
phase was faster than the stretch phase during tapping. 

We performed RM-ANOVA to test whether individual fingers 
exhibited different moving patterns. We merged data from 
both hands for analyzing. No significant effect of finger 
(little, ring, middle, index) on tapping duration was found 
(F3,105 = 2.59, n.s.). However, finger showed a significant 
effect on tapping amplitude (F3,105 = 48.2, p < .0001). 
This suggested that a fixed size of time window with varying 
thresholds of movement amplitude for different fingers might 
be necessary for tap detection. Table 1 shows the duration 
and amplitude of individual fingers. 

Finger Index Middle Ring Pinky 
Duration (ms) 496 (174) 505 (171) 480 (154) 509 (180) 

Amplitude (mm) 70 (23) 72 (24) 67 (23) 58 (23) 

Table 1: Mean (SD) duration and amplitude of each finger 

Correlated Movement among Fingers 
Correlated movement arises from the interdependence among 
multiple fingers, which has been extensively studied in 
ergonomics [15]. Sridhar et al. [32] also studied the 
finger individuation when users controlled one-dimensional 
movement of a cursor on the screen using finger flexion. 
Correlated movement exists as a salient problem in mid-air 
typing. For example, when tapping ‘k’ with middle finger, 
the ring finger moves with it (see Figure 5). This problem 
may lead to false detection of taps. 

Figure 5: Correlated movement illustration: ring finger 
moves with middle finger during tapping 

To analyze correlated movement among fingers, we 
defined Amplitude Ratio (AR) for each active-passive finger 
combination as: 

Apassive 
AR = × 100% 

Aactive 

where Apassive and Aactive denote the tapping amplitude 
of the passive and the active finger respectively. An AR 
of 100% indicates that the passive finger taps as deep as 
the active finger. As shown in Figure 6, we observed 
significant correlated movement between adjacent fingers, 

especially among middle, ring and little finger (AR > 
50%). The top 4 combinations with the highest AR were 
little-ring, middle-ring, ring-middle, and ring-little. The 
strongest interdependence occurs between the ring finger and 
the adjacent ones. Compared to Sridhar et al.’s research, 
our results showed even stronger correlation among fingers. 
This suggested that ten-finger typing in mid-air exhibited 
more complex finger movement pattern than one-dimensional 
flexion tasks. 

Figure 6: AR of each active-passive finger combination 

3D Endpoint Distribution 
When air typing, users specify target letters by controlling 
movements of both hands and fingers. For example, a user’s 
index finger may flex more when tapping ‘m’ than ‘j’; a user’s 
right hand may move slightly forward when typing ‘y’ in 
“my”, or move backward when typing ‘n’ in “on”. Therefore, 
we analyzed the absolute coordinate of tapping endpoints, 
which reflects both hand and finger movement. Here, an 
endpoint in the context of mid-air typing is defined as the 
finger position with minimum relative Y coordinate during a 
tap (see Figure 4). We removed outliers (92, 2.9% of the data) 
for each character that were > 3S D from the mean in X, Y 
or Z axis. 

Figure 7 shows the distribution of endpoints for each 
character. From Figure 7a and 7b, we can see that the 
distribution of endpoints roughly followed the QWERTY 
layout. We also examined the effect of Finger (index, middle, 
ring, little) and Row (top, middle, bottom) on endpoint 
coordinates. Finger revealed a main effect on X coordinate 
for both the left hand (F3,75 = 502, p < .0001) and the right 
hand (F3,12 = 174, p < .0001). Figure 7c and 7d show 
that endpoints of individual keys in different rows varied in 
both Y and Z dimensions. We conducted RM-ANOVA to 
confirm this. Significant effect of row on Y coordinate was 
observed for both hands (F2,34 = 11.6, p < .0001 and 
F2,36 = 50.9, p < .0001). Row also exhibited a main effect 
on Z coordinate for both hands (F2,34 = 281, p < .0001 and 
F2,36 = 428, p < .0001). 

To examine the ambiguity of air tapping endpoints, we ran a 
simple 1-NN classifier on our data like Findlater [7]. Using 
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(a) Left hand (b) Right hand 

(c) Left hand (d) Right hand 

Figure 7: 3D distribution of endpoints for each character. 
(a)(b) Top view of endpoints for left and right hands, shows 
contour ellipses of one SD in X and Z dimensions. Bezier 
curves fitted to the centroids illustrate curvature (c)(d) Left 

view of endpoints for left and right hands, shows centroids in 
Y and Z dimensions. 

5-fold cross-validation, the classification accuracy within 
each finger was shown in Table 2. The accuracy for the index 
fingers was the lowest, probably because the index finger 
covers more keys than the others. The accuracy for other 
fingers ranged from 71% to 85%, with the exception that the 
right pinky finger yielded a 100% accuracy because there was 
only one possible character (‘p’). These results highlight the 
need of a more sophisticated method for interpreting users’ 
input intention when air typing. 

Finger Index Middle Ring Pinky 
Hand L R L R L R L R 

# of classes 6 6 3 2 3 2 3 1 
Accuracy (%) 56.8 59.7 77.5 84.6 74.2 77.4 71.7 100 

Table 2: Classification accuracy within each finger. 

We also ran Evans et al.’s method [5] with our data, which 
determined the active finger as the one with the maximum 
peak value. That is, passive finger that taps deeper than 
the active finger will cause false detection. Results showed 
the overall accuracy was 89.3%; accuracies for individual 
fingers (from index to pinky) were 90.9%, 89.8%, 89.3% and 
81.2% respectively. Consequently, this means for a word 
with five characters, the finger sequence accuracy is only 
0.8935 = 56.8%, which is obviously an unsatisfactory result. 
We therefore conjecture that correlated movement was more 
complex and significant during ten-finger mid-air typing than 
that during isolated flexion of individual fingers [5]. 

ATK: AIR TYPING KEYBOARD WITH TEN-FINGERS 
ATK is a technique for enabling ten-finger mid-air typing 
based on 3D hand data, which can be incorporated with 

any sensor that can track the location of fingers and palms 
(e.g. Leap Motion). The operation of ATK is illustrated in 
Figure 8. First, the user stretches out his/her hands to the 
front, and places them as if on the home row of a horizontal 
imaginary QWERTY keyboard. By keeping this posture for 
1 second, the system will be activated and register the current 
position of both palms as home positions. Then the user types 
the words on the imaginary keyboard in mid-air as if on a 
physical keyboard. A “click” sound is played each time a 
tap is detected, and a candidate list would show five words 
that best match the input. More than five candidates were 
expected to provide little improvement [17]. By default, the 
first word in the candidate list is selected. The user can also 
tap left thumb to circularly select other words in the list. 
Finally, the user taps right thumb to confirm the selection, 
and a space will be automatically appended to the input word. 
Users clear the current input or delete previously typed words 
by swiping either hand from right to left. 

Algorithm 1 illustrates the workflow of ATK algorithm. On 
each data frame, it checks whether both hands have been 
tracked by the sensor. Then, gesture (e.g. hand swipe and 
thumb tap) recognition is performed prior to tap detection. 

Algorithm 1 The workflow of ATK on each data frame 
procedure O N FR A M E(FrameData D) 

if N umOf H ands() == 2 then 
if DetectGesture() ! = N I L then 

H andleGesture() 
else 

if DetectT ap() == T RU E then 
ReconstructW ord() 

return 

Tap Detection and Finger Distinction 
Because of the correlated movement among fingers, 
recognizing the active tapping finger is much more difficult 
than recognizing a tap action. To isolate the effect of 
correlated movement for analyzing hand/finger data, we 
separate the two problems of tap detection and finger 
distinction apart, and handle them separately. 

Tap Detection 
Based on our findings, we know that fingers move faster in 
the flexion phase than in the stretch phase when performing a 
tap action. Therefore, we detected tap by detecting the falling 
edge of a tapping fingers relative Y coordinate. To detect a tap 
(or the falling edge), we modified the peak detection method 
in previous literature [25], and defined the peak function as:  

max(pi−k − pi, pi−k+1 − pi, ..., pi−1 − pi) 
S(i) = if pi lies on the falling edge 

0 otherwise 

where pi was the relative Y coordinate of the fingertip in the 
ith frame, k was the size of the frame window. As the mean 
flexion duration was 205ms, we set k = 20 frames (about 
200ms). 

The tap detection algorithm works as follows: when a new 
frame arrives, the algorithm checks the time series of all eight 
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(a) (b) (c) (d) (e) 

Figure 8: A storyboard illustrating a user typing “our”. It shows the screen on upper side and the action of hands on lower side. 
(a) User keeps both hands stable for 1 second to register home positions (b) User types “our” as if on a physical keyboard (c) 
User taps left thumb once to select “our” in the candidate list (d) User taps right thumb to confirm the selection. A space is 

appended automatically (e) User swipes right hand from right to left to delete the entire word 

fingers; we treat two thumbs separately. A tap is determined 
if any finger yields a peak value greater than a predefined 
threshold (we talk about it later). Moreover, to avoid false 
detection, the algorithm rejects taps within a short period of 
time after a detected tap. Li et al.’s results [15] suggested the 
time delay between the active and passive fingers was rather 
small (< 40ms). Our empirical result suggested 200ms as an 
acceptable time threshold. This limits the theoretical upper 
bound of the text entry rate to be 60 WPM. 

Table 3 illustrates the mean and deviation of peak values of 
all collected taps for each finger. We found a significant effect 
of finger on peak value (F3,105 = 63.4, p < .0001). This 
suggests different thresholds should be used for individual 
fingers. 

Finger Index Middle Ring Little 
Mean 59.3 59.5 54.2 42.8 
SD 25.7 26.0 25.3 25.9 

Table 3: Mean and SD of peak values for each finger. 

Figure 9: F 1 value with α ∈ [0.1, 1.0], sampled every 0.01 

We set the threshold for each finger separately. For an 
individual finger, we calculate its tap detection threshold as 
thresf = α × valuef , where valuef is the mean peak value 
for finger f in Table 3, and α is a shrinkage factor. If α is 
too great (e.g. 1.0), the threshold will be too high so that the 
system will reject about half of the taps. However, if α is too 
small (e.g. 0.2), the system will be too sensitive; the detection 
precision will be very low. To determine an appropriate value 
for α, we test the F 1 score against α on our data. F 1 score is 
a widely adopted metric in machine learning, and is defined 

as 
2T P 

F 1 = 
2T P + F P + F N 

where T P , F P and F N denote the number of true positive, 
false positive and false negative respectively. Figure 9 shows 
the F 1 score against α, with α = 0.45 yielding a maximum 
F 1 of 0.969. Table 4 shows the confusion matrix when α = 
0.45. The recall rate and the precision rate were 96.7% and 
97.0% respectively, implying a reliable performance of tap 
detection. 

Tap Not Tap 
Detected 2992 92 

Not Detected 101 / 

Table 4: Confusion matrix when α = 0.45 

Augmented Bayesian Model 
There are three kinds of information that we can leverage 
to perform word-level correction. First, finger sequence 
per se is useful information to reduce word ambiguity [14]. 
Although determining the true finger sequence is difficult, 
it is still possible to compute the probability of candidate 
finger sequences, and use probabilistic approach to perform 
word-level correction. Second, the distribution of endpoints 
for different characters roughly followed a QWERTY layout 
(see Figure 7). Therefore, the absolute coordinate can also 
be used to infer intended characters. Third, language model 
with frequency data can significantly improve word-level 
prediction accuracy in most cases [9]. 

For clarity, we restate the problem of word-level input 
correction for air typing. Given a total of n detected taps, each 
tap contains the peak value and the endpoint coordinate of all 
eight fingers. Then how to infer the target word? Goodman 
et al. [9] calculated 

P (W |I)∝P (W ) × P (I|W ) (1) 

for each word W in a predefined vocabulary. I represents the 
2D coordinates of the input points. The word with the highest 
likelihood is predicted. However, the finger information is not 
explicitly modeled here. 

Following Goodman et al.’s approach, we do not consider 
insertion or deletion errors in current design of the algorithm; 
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only words whose lengths are equal to the length of the 
input sequence are tested. As an improvement, instead of 
predicting target word solely based on endpoint data (I), we 
involve the finger information (D) and compute P (W |I , D). 

Before describing the algorithm, we first introduce the 
involved notations. HereW = c1c2...cn is a word with length 
n within a predefined vocabulary, ci is the ith character in W . 
I is a 8 × n matrix, with Iij denoting the absolute coordinate 
of the ith finger when hitting cj . D∈R8×n is a matrix of 
finger information, Dij denotes the peak value of finger i 
when hitting cj . Both I and D are calculated and updated 
when a tap is detected. 

According to the Bayesian theory, we have 

P (W |I , D)∝P (W ) × P (I , D|W ) (2) 

where P (W ) is the frequency of W in the vocabulary. We 
treat each tap independently as [9], giving: 

n 
P (I , D|W ) = P (I.i, D.i|ci) (3) 

i=1 

where we have denoted I.i and D.i as the ith column of I and 
D respectively. For simplicity, we assume that I.i and D.i 
were independent, so 

P (I.i, D.i|ci) = P (I.i|ci) × P (D.i|ci) (4) 

We can see that P (I.i|ci) is the likelihood of the endpoint 
coordinate, and P (D.i|ci) is the likelihood of the finger 
information. Assuming that ci corresponds to finger k, we 
only consider the corresponding coordinate when calculating 
P (I.i|ci): 

P (I.i|ci) = P (Iki |ci) (5) 

Considering the correlated movement among fingers, it is 
necessary to consider all four fingers of the hand rather than 
only finger k when calculating P (D.i|ci):  

P (D.i|ci) = P (Dji |ci) (6) 
j 

In the first study, we have analyzed the 3D distribution 
of endpoints for each character (see Figure 7), and the 
characteristics of peak values for each active-passive finger 
combinations (see Table 3 and Figure 6). Previous works 
have shown that the endpoints for each character on 
touchscreen keyboards were normally distributed [3, 9]. 
We therefore calculated P (Iki |ci) using a 3D Gaussian 
distribution for each character, and calculated P (D.i|ci) 
using an univariate Gaussian distribution for each finger. We 
verified these assumptions on our data. Though the data did 
not passed all normality tests, the histogram looked roughly 
like Gaussian distribution. 

Equation (2)-(6) constitute the augmented Bayesian model. 
To our knowledge, this is the first mathematical model 
that considers finger information when correcting inaccurate 
spatial input. Moreover, this model can be conceptually 
applied to any other text entry techniques that take advantage 

of finger sequence to disambiguate words (e.g. ten-finger 
typing on Microsoft Surface [7]). 

EVALUATION 
So far, we have designed the tap detection and word-level 
correction algorithms for ATK based on experiment results. 
We next conduct a second experiment to evaluate the 
performance of ATK in actual practice. Our pilot studies 
showed that although typing speed continued to improve after 
6 blocks, it diminished significantly after the first 4 blocks. 
Thus, we decided to format the study into 4 blocks. 

Participants 
We recruited another 8 participants from the campus (referred 
to as P0-P7). None of them had participated in the first 
experiment. The average age was 23 (SD = 1.4). All 
participants used the standard finger placement, and typed 
65.7 WPM (SD = 17.6) with an uncorrected error rate of 0.3% 
(SD = 1.0%) on a physical keyboard through TextTest [33]. 
Each participant was compensated 20$. 

Experiment Design 
The experiment apparatus was the same as the first study, 
except that users used a prototype of ATK to complete 
real text entry task this time. We implemented the tap 
detection and word-level correction algorithms described 
above. We also designed thumb tap detection and swipe 
detection algorithms based on empirical data. We built 
our language model based on the ANC frequency data [2], 
which is summarized over 22M words of written American 
English. We chose the top-10000 frequent words, which 
cover over 90% of the common text as reported in [22]. 
Users completed 4 blocks of text entry tasks in total. In each 
block, users entered 15 phrases sampled randomly from the 
MacKenzie and Soukoreff corpus [18]. We ensured that each 
phrase comprised only words within the vocabulary. Example 
phrases were “for your information only” and “he is just like 
everyone else”. 

Procedure 
Before testing, participants were given 5 minutes to 
familiarize themselves with the operation of ATK. Then, they 
completed 4 blocks of text entry tasks. Participants were 
instructed to type “as fast and as accurately as possible”, 
and were required to delete and retype the word if an error 
occurred. After each block, participants were allowed to rest 
for 5 minutes, during which they were interviewed about 
their impression of ATK, the typing speed and accuracy, 
and were asked to give any suggestions if they had. On 
average, the experiment lasted about 1 hour, resulting in 
8participants × 4blocks × 15phrases = 480phrases. 

Results 
Text Entry Speed 
Text entry speed was measured in WPM. We calculated WPM 
following Mackenzie et al.’s definition [31]: 

|T | − 1 1 
W P M = × 60 × 

S 5 
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where |T | is the length of the final transcribed string, and S is 
the elapsed time in seconds from first to last tap in a phrase, 
including time spent on correcting input errors (e.g. deletion). 

As expected, block had a significant effect on typing speed 
(F3,42 = 52.5, p < .0001). Figure 10 shows the mean 
text entry rate per participant over blocks. Users typed at an 
average speed of 23.0 (SD = 2.2), 24.4 (SD = 2.4), 26.4 (SD 
= 2.2) and 29.2 (SD = 2.3) WPM for each block respectively. 
The speed in the last block was 27% faster than that of the first 
block. The trend in Figure 10 suggests that the performance 
could continue growing with more practice. 

of the words could be typed correctly without selecting from 
the candidate list. 

For the select class, only 1 out of 174 was incorrect. 
This implies that users were more careful when selecting 
nondefault words in the candidate list. 

The ratio of undo (4.3%) is higher than that of delete (1.7%). 
This result suggests that users could discover and undo the 
input before confirming the word most of the time. Recall 
that the uncorrected error rate was below 0.5%, once again, it 
confirmed that users exhibited strong tendency to correct the 
mistakes during experiment, leaving few errors in the final 
transcribed string. 

Figure 10: Text-entry rates in WPM over blocks 

Word-Level Accuracy 
We reported the uncorrected error rate, given participants 
were able to correct the mistakes during typing. On the other 
hand, as ATK performs word-level prediction, we reported 
word-level accuracy rather than character-level accuracy. We 
defined word-level accuracy as the ratio of correct words in 
the final transcribed string and the total number of words. 

Users achieved high accuracy with ATK. The word-level 
accuracy for each block were 99.7% (SD = 0.5%), 99.6% 
(SD = 0.6%), 99.6% (SD = 0.6%) and 99.6% (SD = 0.8%) 
respectively. No significant effect of block on accuracy 
was observed, suggesting a stable performance. During 
the experiment, participants tend to fix most, if not all, of 
their errors. Among all 480 input phrases, 469 were finally 
correctly entered. Soukoreff et al. [30] also found this 
behavior in their experiment, with a similar uncorrected error 
rate as ours. 

Interaction Statistics 
We looked in more detail at how users interacted with ATK. 
Table 5 shows an overview of participants’ operations. The 
most frequent operation was match, i.e. typing a word 
and confirming (88.2%). In 5.8% of the word-affecting 
operations, users selected another candidate in the list. In 
4.3% of the actions, users undid the taps they had performed, 
probably because the intended word was not among the 
alternatives. And in 1.7% of the operations, users deleted a 
previous confirmed word to fix errors in the transcribed string. 

For the match class, 61 out of 2661 were incorrect. This 
may happen when users selected the first candidate without 
visually confirming, perhaps because that participants were 
confident in the correction power of ATK. Overall, about 86% 

Class Match Select Undo Delete 
Correct Yes No Yes No 

N 2600 61 173 1 130 51 
Ratio 86.2% 2.0% 5.7% 0.1% 4.3% 1.7% 

Table 5: The word-affecting actions done with ATK (N = 
3016). 

Qualitative Results of User Preference 
In this section we summarize the subjective feedback from 
user interviews. Though all participants were expert typists of 
physical keyboards, most were not used to mid-air ten-finger 
typing due to the lack of feedback at first. However, they 
could all learn to type in this way very fast. This additionally 
confirmed our assumption that expert typists could transfer 
the typing experience from a physical keyboard to mid-air. 

“At the beginning, I felt unconfident when typing in mid-air. 
However, I could get used to ATK very fast through practice. 
The visual and audio feedback helped me a lot.” (P7) 

Though there was no tactile feedback, users could type 
fluently with the help of audio and visual feedbacks. During 
the last block, users were satisfied with the typing speed and 
accuracy. 

“It was amazing that the target word appeared as the first 
candidate most of the time, which allowed me to type fluently. 
With the help of audio feedback, I could type just like on a 
physical keyboard.” (P5) 

After the experiment, some participants even began to 
envision scenarios where ATK would be useful. 

“I’m looking forward to typing with ATK when using Oculus 
Rift. And when I use smart TV, using ATK to enter programme 
names would be an attractive solution.” (P3) 

The design of swipe gesture was natural for users, but 
deleting words affected text entry speed significantly. 

“It was very natural that I could use swipe gestures to erase 
words. But compared with finger taps, this gesture was too 
slow.” (P4) 

As with most mid-air interaction techniques [11], the fatigue 
of the upper limbs was also the biggest challenge for ATK. 
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“When typing with my arms stretched in mid-air, I got tired 
after every 10 minutes. So perhaps I would not use it (ATK) 
to enter a very long text.” (P2) 

As with many corrective keyboards [14], the target word 
would not appear in the candidate list until the final character 
had been entered. This might have caused extra mental effort 
for our participants. 

“I could only find a mistake after I had completed the entire 
word, which affected my input speed. I wish word prediction 
could be incorporated in ATK.” (P1) 

LIMITATIONS AND FUTURE WORK 
The current design of ATK technique has several limitations, 
which we also view as opportunities for future work. 

First, our tap detection algorithm is largely based on peak 
detection. Algorithms considering more information, such as 
finger trajectory, should bring more benefit, and thus deserve 
pursuit. 

Second, the current Bayesian model assumes the target words 
should have the same number of letters as that of detected 
taps. Falsely detected and missed taps would both cause the 
correction algorithm to fail. Future work should be done on 
augmenting the model to be able to reconstruct words that 
do not necessarily have the exact number of letters. This can 
also mitigate the impact of imperfect tap detection caused by 
hardware or software issues. 

Third, our current work is focused on entering words from a 
predefined vocabulary. Nevertheless, supporting for arbitrary 
words/strings is also important and necessary. One solution 
is to reserve the raw character sequence that users input, for 
example, in the text field, and allow users to select it with an 
additional simple gesture (e.g. pinch). 

Lastly, we deployed Leap Motion just under users’ hands to 
capture hand/finger movement with minimum occlusion. If 
other sensor placement is used (e.g. top-down) or other kinds 
of sensors are used, the quality of hand tracking data would 
probably be affected. To address this, one can adopt more 
sophisticated hand tracking algorithms (e.g. [28]) to deal with 
occlusion or data noise. It is also our future work to deploy 
ATK technique to HMD (e.g. Oculus Rift) with world-facing 
cameras. 

CONCLUSION 
This research explores the possibility of ten-finger freehand 
typing in mid-air. Users’ air typing behavior was 
systematically examined, including fingertip kinematics 
during tapping, correlated movement among fingers and 3D 
distribution of endpoints, which are all important factors for 
designing air typing algorithms. Based on the empirical 
results, we first proposed a probabilistic tap detection 
algorithm, and then augmented Goodman’s Bayesian model 
to account for the ambiguity of detecting tapping fingers. 
Experiment results showed that participants could type at 
29.2 WPM with a low error rate (0.4%) after some practice. 
This result confirms our hypothesis that users can transfer 
their ten-finger typing ability to mid-air typing even if tactile 

feedback is absent. It also shows that although there is 
considerable noise (uncontrolled factors) in users’ mid-air 
typing behavior data, the combinative use of language model 
and mid-air touch model can still interpret users’ input 
intention effectively. Future directions include improving 
both the tap detection and word prediction algorithm, 
deploying ATK technique in different settings (e.g. HMD in 
virtual reality), and supporting full functions (e.g. arbitrary 
input) of keyboards. 
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