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ProxiTalk: Activate Speech Input by Bringing Smartphone to the
Mouth
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China

Speech input, such as voice assistant and voice message, is an attractive interaction option for mobile users today. However,

despite its popularity, there is a use limitation for smartphone speech input: users need to press a button or say a wake word to

activate it before use, which is not very convenient. To address it, we match the motion that brings the phone to mouth with

the user’s intention to use voice input. In this paper, we present ProxiTalk, an interaction technique that allows users to enable

smartphone speech input by simply moving it close to their mouths. We study how users use ProxiTalk and systematically

investigate the recognition abilities of various data sources (e.g., using a front camera to detect facial features, using two

microphones to estimate the distance between phone and mouth). Results show that it is feasible to utilize the smartphone’s

built-in sensors and instruments to detect ProxiTalk use and classify gestures. An evaluation study shows that users can

quickly acquire ProxiTalk and are willing to use it. In conclusion, our work provides the empirical support that ProxiTalk is a

practical and promising option to enable smartphone speech input, which coexists with current trigger mechanisms.
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1 INTRODUCTION
Thanks to the progress of speech recognition and natural language processing, voice user interface [14] is

now a compelling interaction choice for today’s mobile device users. Voice assistants such as Siri [2] and

Google Assistant [22] can interpret human speech and handle a wide variety of tasks [25, 43]. According to

recent surveys [31, 32], over one billion devices provide voice assistant access today, and highest usage is on

smartphones, where over half of the smartphone owners use voice assistants.
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(a) Touch/button based (b) ProxiTalk

Fig. 1. Different trigger methods for smartphone speech input. (a) Touch/button based: the user needs to press and hold the
button on the touchscreen or the Home/Side button to use speech input. (b) ProxiTalk: the user simply moves the phone to
his mouth to use speech input (the figure here only shows one use example, more triggered gestures can be found in Fig. 2).

However, despite its popularity, there is a use limitation for smartphone speech input: to activate it, users need

to press and hold down the Home/Side button (button-based), press the specific icon on the touchscreen (touch-

based), or utter the corresponding wake word (word-based) before use. The interaction is not very convenient,

especially in public. Fig. 1(a) shows an example: the user speaks to the phone while pressing the button. As shown

in the figure, it is common for users to speak into their phones at close range in public, as they do not want to

disturb others and wish for a clear recording in a noisy environment. Inspired by this, we match the motion that

brings the phone to mouth with the user’s intention to use voice input.

Therefore, we introduce ProxiTalk, which enables users to use speech input with the smartphone by simply

moving it to the mouth. It has a series of advantages in the following aspects:

(1) Intuitiveness: the concept of ProxiTalk is consistent with users’ habits and cognition. Moving phone to

mouth for speaking is easy to understand and has almost no learning cost.

(2) Convenience: compared with current trigger methods (button/touch/word-based), ProxiTalk is more

convenient since there is no extra operation before speaking. It lowers the burden of activating speech

input. A user can take the phone out of the trouser pocket to the mouth to use speech input without any

other operations.

(3) Recording quality: the recording quality is intrinsically high since the phone is close to the mouth, which

is crucial in a noisy environment.

(4) Privacy & Social norms: due to the close distance, users can whisper to the phone, which helps to protect

their privacy. The motion also shows the respect that does not want to bother others. Moreover, using

ProxiTalk looks like using a walkie-talkie (Fig. 1(b)), which we speculate that it can achieve social acceptance

or even becomes a new style.

(5) Expressiveness: users can perform different gestures (Fig. 2) to use different functionality of ProxiTalk.

For example, depending on which gesture the user used, the assistant will either interpret the speech as a

command to handle or simply record it in a memo; either send voice message directly or transcribe it into

text message during online chatting; use different specific apps to handle the task, etc.

(6) Coexisted with button/touch/word-based method: ProxiTalk does not replace but coexists with current

voice input triggering methods. They can even benefit from each other. For example, moving the phone

away from the mouth can serve as a sign of ending voice input, so that users can talk a series of tasks to

the phone without holding buttons or issuing wake words again and again. Also, a button can always be

used as a backup option if the algorithm fails to detect ProxiTalk or the wake word.
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(a) Horizon (b) Cover Mouth (c) Portrait (d) Touch Nose (e) Landscape (f) Microphone (g) Call

Fig. 2. Triggered gestures acquired from the user-elicitation study, sorted by the number of times mentioned in descending
order ((a) ∼ (f)). (g) Call is not strictly related to "bring to mouth" but many users performed it (between (b) and (c)).

However, despite the numerous advantages, supporting ProxiTalk is not easy. It is challenging for the smart-

phone to recognize when and how the user is using ProxiTalk. Compared with traditional methods (but-

ton/touch/wake word), the recognition problem is much more complex, and various kinds of data can be used for

detection (e.g., the motion, image, and audio data).

In this paper, we iteratively conducted four user studies to investigate and implement ProxiTalk. In Study 1,

we studied how users use ProxiTalk and collected their subjective evaluations on various gestures. In Study 2, we

used mobile phone built-in sensors and instruments to collect the motion, image, and audio data of ProxiTalk and

other typical tasks in daily life. We then designed recognition algorithms by extracting features and showed the

recognition ability of each data type. In Study 3, we examined the number of gesture types that can be classified

through the use process of ProxiTalk. In Study 4, we evaluated our ProxiTalk prototype in a more real setting.

The street experiment with 54 users showed promising results that our prototype achieved 97.59% accuracy on

Before-Speech recognition (successfully detect ProxiTalk usage before the user speaks) and 99.44% accuracy on

After-Speech recognition (successfully detect ProxiTalk usage after the user says one sentence). Most users (89%)

successfully used it at the first attempt, and all the users could quickly acquire it within three tries.

The contribution of this paper is three-folded:

• We present ProxiTalk, an efficient and easy-to-use interaction technique to activate speech input. According

to the results of an evaluation study, users can quickly acquire it and are willing to use it.

• We studied how users use ProxiTalk through a user-elicitation study.We then collected subjective evaluation

of each user-defined gesture and discussed their advantages and disadvantages in different metrics.

• We systematically examined the recognition abilities and potentials of various data types of a smartphone,

including Inertial Measurement Unit (IMU), proximity sensor, capacitive screen, front camera, and micro-

phones. We proposed novel and efficient detectors to sense ProxiTalk (e.g., the secondary microphone is

originally designed for noise cancellation, we tactfully used the volume difference between the primary

and secondary microphones to detect ProxiTalk). We also showcased the importance of each data type on

different gestures.

The remainder of the paper is organized as follows. First, we give an overview of related work in Section 2.

Next, we conduct the user-elicitation study in Section 3. Based on the results, we present the pipeline design of

ProxiTalk in Section 4. We then collect and analyze the motion, image, and audio data respectively in Section 5∼7

and summarize in Section 8. After that, we examine the performances of various data sources (including the

touchscreen) on gesture classification in Section 9. Based on all the findings, we design the ProxiTalk prototype

and evaluate it through an outside-of-the-lab experiment in Section 10. Finally, we discuss other feasible data

sensors in Section 11, and conclude the paper with directions of future work in Section 12 and 13.

2 RELATED WORK
ProxiTalk intersects with two types of key literature: activity recognition and speech input on mobile devices.
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2.1 Activity Recognition on Mobile Devices
Nowadays, about 2.5 billion users carry smartphones with rich sensing capabilities [38, 57], which can collect,

process, and distribute data around users [10, 15] to recognize human behaviors [30, 53]. In this paper, the goal

of our algorithm is to efficiently distinguish ProxiTalk use from daily activities and then classify which gesture

user used.

Many researchers have studied and compared various data-driven methods to classify user actions and activities

using smartphone sensor-based data [29, 30, 35, 48, 55, 56, 63]. For instance, Ravi et al. [51] compared several

data-driven methods and their variants (Decision Tables, Decision Trees, kNN, SVM, and Naïve Bayes) to classify

eight daily actions using the data collected from a single triaxial accelerometer. They found that plurality voting

performed consistently well across different settings. Kwapisz et al. [36] compared another four methods (Decision

Trees, Regression, Neural Network, and Straw-man) using cell phone accelerometers to recognize six actions.

Their neural network classifier achieved the best performance, with an average 92% accuracy. Yang [67] developed

a motion recognition system on a Nokia N95 phone to distinguish common physical activities and found that the

decision tree algorithm achieved the best performance among four commonly used static classifiers. Brezmes et

al. [12] also developed a real-time system on the Nokia N95 phone to recognize six user activities. Chen et al. [13]

developed a recognition system which combines both offline and online learning to recognize body tapping

gestures with a smartphone. Radu et al. [50] and Yao et al. [68] employed deep learning frameworks to combine

a variety of sensors for activity recognition on mobile devices. All the research indicate that it is feasible to

recognize user activities using smartphone embedded sensors. We also learn from previous work when designing

different parts of our recognition system, such as data preprocessing, feature extraction, and training [55].

2.2 Speech Input on Mobile Devices
With the advances of hardware technology and Speech-To-Text (STT) technique, today’s mobile devices can

perform streaming, high-accuracy, low-latency speech recognition [8, 24, 39]. In recent works, He et al. presented

an end-to-end speech recognizer for off-line on-device speech recognition using a recurrent neural network

transducer [24], and it has been deployed in Google Gboard on Pixel phones.

So far, research aboutmobile speech inputmainly focused on speech recognition [39, 44, 54, 70], user behavior [7,

46, 49, 52], language model [1, 9], and voice control system [71]. To our knowledge, none had explored embedded

sensors and instruments on mobile devices to improve speech input trigger method.

Apple Watch introduced a Raise to Speak feature in the latest version of watchOS (watchOS 5), which allows

users to raise the wrist and speak into Apple Watch [4]. It is consistent with some motivations of ProxiTalk, and

we push forward the idea to mobile devices and aimed to support it with different gestures.

Many studies showed privacy concerns for the use of voice assistant and voice search in the public space [17,

18, 45]. Referring to a survey in 2016 [58], 39% of the smartphone consumers used voice assistants in the home but

only 6% used in public. The idea of ProxiTalk to protect privacy is straightforward: users can speak in a low voice

to achieve a good S/N ratio due to being close to the microphone, and the phone can cover the mouth to further

hinder sound transmission and prevent lip reading. Techniques like whispered speech recognition [20, 21, 23, 41]

and ingressive speech recognition [19] can further reduce the volume needed for speech input with the phone.

3 STUDY 1: USER-DEFINED GESTURE AND USER PREFERENCE
To implement ProxiTalk, we first carried out a user-elicitation study to collect gestures that most users are willing

to use to activate ProxiTalk in daily routines. We aimed to answer the following two questions:

(1) What gestures will the users use to activate ProxiTalk?

(2) What are the advantages and disadvantages of these gestures? What is the user preference of each gesture?
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3.1 Gesture Elicitation
3.1.1 Experiment Design and Procedure. We elicited triggered gestures from 24 participants. We gave the partici-

pants a brief introduction to the idea of ProxiTalk and asked them to design and perform gestures to activate

ProxiTalk [5, 53]. We encouraged them to design as many gestures as possible. The process of study was recorded

with a video camera, and then we divided all the user-elicited gestures into seven categories (Fig. 2) based on the

videos.

3.1.2 Results. Among all the gestures (Fig. 2), (a) Horizon was the most popular one: nearly every participant

(21) performed it, and about half of them (11) did it at first. It comes from daily experience and today’s speech

input design, and most users know that it has the best recording quality since the main microphone is at the

bottom of the phone. (b) Cover Mouth was also a popular choice for users: 8 participants did it at first. In contrast,

only three participants mentioned (f) Microphone, which behaved like holding a microphone to make a speech or

sing a song. (g) Call is a little different from the other six gestures: it is not strictly related to "bring device to

mouth", but it is the second or third choice for many users (14). It also has an advantage that the user can receive

audio feedback directly and privately from the earpiece.

The gestures in Fig. 2 are illustrative examples of each category, they may slightly differ across users. For

example, some users touched the top of the phone to the philtrum when performing (b) Cover Mouth while others

did not; some users rotated the phone (∼15°) to get a wider view for one of her/his eyes when using (c) Portrait;
some users used one hand to perform (e) Landscape, etc.

3.2 Subjective Evaluation
After the user-elicitation study, we conducted a user experience study to get users’ subjective feedback of each

gesture.

3.2.1 Experimental Design and Procedure. We recruited 14 participants from the campus (4 females; aged from

22 to 28, M = 24.3). We asked them to use their own phones in front of her/his chest as if browsing a webpage.

For each gesture in Fig. 2, we asked them to perform the gesture and then say an instruction to the phone (e.g.,

"Read my last message.") like using ProxiTalk. Each gesture was performed ten times (five for the right hand, five

for left hand). The order of gestures was counterbalanced. Finally, the participants rated for each gesture through

a questionnaire which contains four aspects on a 7-point Likert Scale (1 - worst, 7 - best) with the descriptions as

follows:

• Comfort: the physical and mental ease of performing the gesture, fatigue of repeated/long-time use.

• Privacy: the privacy protection of what you are talking about, no matter others hear or see it acciden-

tally/intentionally.

• Social Norm: can others understand and accept that you are using the gesture for speech input? Does it

look strange/weird from others? Is it easy to attract attention?

• Preference: the overall willingness to use the gesture.

3.2.2 Results. Fig. 3 shows the subjective ratings of 14 participants (P1 ∼ P14). Friedman test showed significant

differences on Comfort (χ 2(6) = 42.5, p < .001), Privacy (χ 2(6) = 62.3, p < .001), Social Norm (χ 2(6) = 39.1, p
<.001), and Preference (χ 2(6) = 30.5, p < .001) across gestures.

Specifically, (b) Cover Mouth and (g) Call are the most comfortable. As P6 stated that "I just need to lift the
phone and don’t need to change my grip (to perform (b) and (g))." Subsequently, (a) Horizon, (c) Portrait, and (f)

Microphone form the second-tier on Comfort, which receive some complaints from users. For example, "the wrist
will be tired if using Horizon for a long time" (P9). "It (Portrait) block my sight sometimes" (P1). Finally, (d) Touch
Nose and (e) Landscape are the most uncomfortable. "It (Touch Nose) broke my foundation make-up on the nose."
(P1, P8). There is a similar concern raised by P12: "though the physical effort is low since the nose can be used as a
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Fig. 3. Subjective ratings of the seven gestures in Fig. 2. Error bar indicates one standard deviation. The horizontal lines
represent the significant differences between gestures according to the Wilcoxon signed-rank test: for a given line, the square
gesture is significantly higher than the dot gesture (p < .05).

support, the oil will leave on the screen which is unhygienic." Moreover, P2, P4, and P9 reported that "the phone
pressed on my glasses, which is very annoying." As for (e) Landscape, most participants shared a similar concern

that "I need to raise my elbow and rotate my wrist to perform it" (P10), "it is weird to use Landscape if I am using the
phone in portrait screen" (P14). However, these complaints are related to the experimental design (one-handed,

portrait screen). Many participants agreed that "it will be much better if I hold the phone horizontally with both
hands as watching videos before performing the gesture" (P14).

As for Privacy concern, participants reached an agreement that the gestures which cover the mouth ((b)∼(e))

have the best privacy protection. P11 stated that "the phone serves as a wall to block my voice and the ’safety area’
(between the mouth and phone) makes me feel good." P10 echoed that "even the lip reading is impossible." For the
rest gestures, (a) Horizon is better than (f) Microphone and (g) Call. P13 stated that "my mouth is very close to the
microphone so that I can speak in a whisper, which helps to protect my privacy."

As for Social Norm, (g) Call and (a) Horizon are the best ones since they are already often used by users today

for speaking. "Everyone knows that you will speak" (P10, P11). (b) Cover Mouth, (c) Portrait and (d) Touch Nose are
the second-tier. P14 stated that "covering mouth looks polite and shows the respect that I don’t want to bother others,
just like covering a sneeze with a handkerchief or covering mouth with hands to answer a call in public places."
(e) Landscape and (f) Microphone are the worst. P12 felt "the action looks exaggerated", and P2 thought that "the
postures are uncommon and will attract attention."
Overall, (b) Cover Mouth received the highest Preference score, followed by (g) Call, (a) Horizon, and (c)

Portrait. Though (e) Landscape was the least favorite choice, using the phone in landscape orientation with both

hands will improve the ratings of (e) Landscape.

4 RECOGNITION PIPELINE OF PROXITALK
After the user-elicitation study, we now design the pipeline of ProxiTalk based on how users use it. Fig. 4 shows

the pipeline over the whole process of a ProxiTalk usage.
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Fig. 4. The ProxiTalk pipeline over the whole process of one usage. (a) The user brings the phone to her/his mouth to activate
ProxiTalk. (b) The user speaks to the phone. (c) The user moves the phone away from her/his mouth to exit ProxiTalk.

First, the user brings the phone to her/his mouth to activate ProxiTalk (Fig. 4(a)). The always-on Inertial

Measurement Unit (IMU) and proximity sensor will continuously detect this motion, and once the predicted

possibility exceeds a fixed threshold, the front camera will be activated. The photos will be used to further confirm

whether the user is using ProxiTalk through computer vision algorithms. Once the soft voting model (motion

+ image) detects a positive usage, the phone will give Before-Speech feedback to the user, e.g., vibrating for

a short time to inform the user. Then, the user speaks to the phone like using voice assistants (Fig. 4(b)). On

the one hand, the phone will interpret the user speech, handle the corresponding tasks, and give After-Speech

feedback to the user. For example, the phone can report the handling results of user instructions via a screen,

speaker, headphones, or even a simple vibration. On the other hand, in case the microphone does not receive the

user’s voice in a time window, then the model will label it as a false positive prediction and end the ProxiTalk

functionality automatically. After use, the user moves the phone away from the mouth to exit ProxiTalk (Fig. 4(c)).

The IMU and proximity sensor detects this motion and exit ProxiTalk functionality.

As mentioned above, the phone can reject the false triggering if it does not hear the user’s voice. Even if the

user is talking when a false triggering happens, we speculate that the phone is able to distinguish whether the

user is using ProxiTalk by inferring the distance between phone and mouth based on audio features. Therefore,

all the motion, image, and audio data can be used for recognizing ProxiTalk, and we used the weighted average

predicted probabilities (soft voting) to combine the three models.

In the following studies, we collected and analyzed the three kinds of data, and explored their recognition

abilities. To increase data diversity, we break down the ProxiTalk process into three parts: the motion (Fig. 4(a)), the

image (between Fig. 4(a) and 4(b)), and the audio part (Fig. 4(b)). We collected the three kinds of data respectively

through different studies (Study 2-1: motion, Study 2-2: image, Study 2-3: audio).

5 STUDY 2-1: RECOGNIZE PHONE APPROACHING USING MOTION DATA
In this study, we collected the motion data of bringing the phone to mouth and other typical tasks in daily life.

The goal of this study is to examine the classification performance and potential of IMU and proximity sensor

based on motion data.
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Table 1. Task set of Study 2-1.

Category User Posture Initial Phone Placement Triggered Gesture

Positive

(ProxiTalk)

Sitting

In the hand (portrait)

(a) ∼ (d), (g)

On the table

In the hand (landscape) (e)

Standing

In the hand (portrait)

(a) ∼ (d)On the table

In the trouser pocket

In the hand (landscape) (e)

Walking In the hand (portrait) (a) ∼ (d)

Lying on the back

In the hand (portrait) (a) ∼ (d)

In the hand (landscape) (e)

Lying on the side

In the hand (portrait) (a) ∼ (d)

In the hand (landscape) (e)

Category User Posture Initial Phone Placement Task / Phone Position

Negative

Sitting In the hand (portrait)

I: Typing,

II: Browsing,

III: Taking photos,

IV: Shaking (laterally),

V: Shaking (back and forth)

Walking

In the hand (portrait) VI: In the hand (portrait)

In the trouser pocket VII: In the trouser pocket

5.1 Participants
We recruited 12 participants (5 females, 7 males) from the campus, aged from 19 to 24 years (M = 22.3). Participants

were compensated $30 for their time.

5.2 Experimental Setup and Design
The participant’s task was to perform different tasks described in Table 1 with a smartphone. For positive tasks,

the participant brought the phone from initial placement to mouth with different gestures (Fig. 2), and then

say "OK" or "done" to the phone. For negative tasks, the participant performed typical tasks in daily life for ten

seconds (e.g., typing, taking photos).

The task set (Table 1) includes 44 combinations of user posture, phone placement, and triggered gesture. These

tasks are derived from a pilot study where some odd combinations are taken out. For example, it is weird to

perform (e) Landscape while using the phone in portrait orientation according to Study 1. One of the triggered

gesture, (f) Microphone, was not included in this study since the motion pattern is similar to (b) Cover Mouth and

it was designed the least frequently in the user-elicitation study. Admittedly, it is not possible to cover all use

cases in one study. We included the most common and representative conditions to push the boundary and test if

it is possible to handle different situations using motion data [13].

The experiment was conducted in a meeting room, and we prepared a yoga mat for lying postures. We deployed

the experimental system on a commercial off-the-shelf smartphone (Huawei Mate 10 with a 5.9" screen running

Android 8.0). During the experiment, the smartphone logged values and timestamps of all the supported sensors
1

(Fig. 5). It also captured 30 fps, 1920×1080 mp4 video using the front camera.

1
For sensor details, see https://developer.android.com/guide/topics/sensors
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Fig. 5. Appearance of Huawei Mate 10 [28]. The sensors and instruments used in experiments are underlined in red (Study
2-1: IMU and proximity; Study 2-2: front camera; Study 2-3: two microphones). They are standard configuration for almost
all smartphones today.

5.3 Procedure
We first gave the participant a brief introduction of the study. Then, the participant performed each task (Table 1)

with description on the phone screen. The orders of the tasks were counterbalanced across participants. Each

task contained ten trials, the participant performed with the right hand five times, and with the left hand five

times (For (e) Landscape, the user could use the other hand). At the beginning of each trial, the participant read

the task description and then tapped the start button on the device’s screen to start the trail. After performing

the task, users tapped the finish button to finish the trail. The experiment lasted for about 90 minutes.

5.4 Method
5.4.1 Data Processing. For positive tasks, we first used the Voice Activity Detector (VAD) from Google WebRTC

project
2
to obtain the time t that the participant began to speak "OK"/"done". Then, the motion that brings the

phone to mouth was defined in the range [t − α , t]. The parameter α was chosen to be 2,000 ms according to a

pilot study. The time interval is long enough to cover the whole action process and reveal meaningful information.

For negative tasks, the 2,000 ms time intervals were randomly sampled from the whole recording process to

simulate the real-time usage. Thus, one trial may generate multiple negative samples, and we made negative

samples to be balanced within tasks and with the positive samples. All the positive samples and negative samples

form the data sets, and these data sets were used for the subsequent feature extraction step.

5.4.2 Feature Extraction. Features were calculated from the time intervals using all sensor axes and are sum-

marized in Table 2. Generic time-domain features including statistical moments and signal characteristics are

applicable for activity recognition [40, 66] and event detection [6]. We also computed heuristic inter-axis correla-

tion features for three-axis sensors like accelerometer and gyroscope [11].

2
https://webrtc.org/
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Table 2. List of features computed for all sensor axes.

Statisical

moments

Signal

characteristics

Heuristic

features

mean minimum X-Y correlation

standard deviation maximum X-Z correlation

skewness median Y-Z correlation

kurtosis energy

interquartile range

zero-crossing rate

Table 3. Classification accuracies of triggered gestures (positive) and tasks (negative) based on motion data.

Gesture (a) (b) (c) (d) (e) (g) Mean

Accuracy 95.56% 98.61% 96.81% 98.47% 96.94% 99.17% 97.59%

Task I II III IV V VI VII Mean

Accuracy 99.88% 99.48% 83.80% 92.57% 95.02% 94.96% 93.16% 94.12%

According to the ReliefF algorithm [33, 34] and data simulation, we selected and used the five most important

sensors: accelerometer, linear acceleration, gravity, gyroscope, and proximity in our approach. In order to reveal

more information about the changes in movement, the features in Table 2 were computed from [t − α , t − α
2
] and

[t − α
2
, t] respectively.

5.5 Results and Analysis
The classification task is to distinguish whether the user is using ProxiTalk based on the sensor features. We used

Support Vector Machine (SVM) with radial based function (RBF) kernel for the classification.

We used leave-one-subject-out cross-validation to evaluate classification accuracies. Of the 12 participants, the

samples of one participant were retained as the validation data, and the samples of the other 11 participants were

used as the training data. The cross-validation process was repeating 12 times, and the results were averaged.

The results serve as the predictor of real-world performance when a user uses ProxiTalk for the first time.

Table 3 shows the results. On average, the overall accuracy was 96.13%. All the triggered gestures achieved

high recall rates (> 95%). Among the daily usage, typing (I) and browsing (II) can be easily rejected by IMU

due to slight movement. Shaking (IV, V), walking with the phone in the hand (VI), and in the trouser pocket

(VII) also had high classification accuracies due to regular moving patterns. Taking photos (III) was the most

confusing one. The motion patterns of lifting a phone and adjusting shooting angle are similar to lifting a phone

to mouth sometimes. It indicates that the device should use a specific model and adjust parameters according to

the working context to further increase the recognition accuracy.

The limitation of motion data is that the device only knows its relative movement and it may be confusing

in some cases. To address it, the device should sense the user and the environment more. Therefore, we then

conducted a subsequent study utilizing the phone’s front camera.
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(a) No forehead appears (b) Forehead appears

Fig. 6. Examples of images captured by front camera when performing (a) Horizon gesture.

6 STUDY 2-2: DETECT FACIAL FEATURES USING IMAGE DATA
In this study, we used the device’s front-facing camera to capture the image data with different gestures. These

pictures were used for helping to recognize ProxiTalk, and we examined the recognition performance.

6.1 Participants
We recruited 12 participants (6 females, 6 males) from the campus, aged from 19 to 25 years (M = 22.4). Participants

were compensated $5 for their time.

6.2 Experimental Design and Procedure
The study design was similar to the negative tasks in Study 2-1. The task of this study was holding the mobile

phone with all the seven triggered gestures ((a) ∼ (g)). Especially, the participants were instructed to perform

(g) Call with/without touching the ear. Hence, there were 6 + 2 = 8 kinds of gestures in total. The participant

performed each gesture ten times (5 for left hand; 5 for right hand), each kept over ten seconds. The front camera

of the device recorded 30 fps, 1080p mp4 video during the experiment.

The experiments were conducted under different light conditions (e.g., natural light, lamp light). The participants

were instructed to slightly move, tilt, and rotate the device during recording to increase data diversity. The

experiment lasted for about 20 minutes.

6.3 Method
6.3.1 Data Processing. As described in the ProxiTalk pipeline designs (Fig. 4), we mainly focus on the image data

after motions. Hence, to acquire clean data, we manually trimmed video files by deleting the beginning and end

(e.g., we discarded the process of moving the device to the specific position at the beginning of each task). We

then extract one image every ten frames (3 Hz) from videos to form the data set. The sampling rate was set for

certain differences between consecutive images. To facilitate data training and real-time usage, the images were

downsampled to 192×108 resolution using Lanczos resampling [60].

6.3.2 Category. We divided the image data set into two categories:

• Positive: Six triggered gestures ((b) ∼ (g)).

• Negative: Task I∼VII in Study 2-1 (Table 1).

The Positive images were captured from Study 2-2. The Negative images came from Study 2-1. All the images

were generated through the same data processing mentioned above and were balanced across all types. In total,

there were 32,460 available image samples.

(a) Horizon was not included in the Positive category because the user’s head did not appear in most pictures

(Fig. 6(a)). Though sometimes the camera could capture the user’s forehead when the phone is leaning to the face
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Fig. 7. Architecture of the image classification model.

Table 4. Classification accuracies of triggered gestures (positive) and tasks (negative) based on image data.

Gesture (b) (c) (d) (e) (f) (g) (touching ear) (g) (not touching) Mean

Accuracy 98.42% 98.47% 98.19% 93.08% 93.62% 77.54% 96.90% 93.75%

Task I II III IV V VI VII Mean

Accuracy 99.99% 99.92% 97.49% 99.13% 91.83% 98.31% 93.85% 97.22%

(Fig. 6(b)), which could be used as a recognition feature, we just discarded (a) Horizon from the image model at

this stage.

6.3.3 Deep Learning. We used transfer learning with the 201 layers pre-trained DenseNet [27] to facilitate image

classification. Fig. 7 illustrates our deep learning architecture. The DenseNet is a convolutional neural network

that is trained on more than a million images from the ImageNet database [16]. The output of DenseNet is

followed by a 2D Global Average Pooling layer [42] to minimize overfitting by reducing the total number of

parameters in the model. Then the output is fed to a fully connected layer with a softmax function to predict the

image class.

The models are trained by the SGD optimizer with the categorical cross-entropy loss and a batch size of

32. The learning rate is initially set to 10
−3

with 10
−4

learning rate decay, and the optimizer applies Nesterov

momentum [47] with a 0.9 parameter. Before feeding the data to the model, we augmented the data set by

randomly rotating (< 30°), zooming (< 20%), shifting (< 20%), shearing (< 20%), and flipping the images.

6.4 Results and Analysis
Table 4 shows the results of leave-one-subject-out cross-validation. The overall classification accuracy was 94.60%.

As expected, (b) Cover Mouth, (c) Portrait, and (d) Touch Nose achieved high recognition accuracies (> 98%)

since the front camera had a great chance to capture many facial features like mouth, eyes, and skin (see Fig. 7).

However, though (e) Landscape and (f)Microphone could also capture user’s chin as a facial feature, their accuracies
(∼93%) were relatively lower for two reasons: 1) Compared with (b), (c), and (d), the user’s face occupies a much

smaller proportion of the picture, which means that there are more interference elements in the pictures like the

environment and user’s clothes (Fig. 8(a) and Fig. 8(b)). 2) The images of (f) Microphone and Task V are quite

similar sometimes. When the user uses the phone in front of her/his chest and then shakes it back and forth, the

phone position when approaching the user is very close to the (f) Microphone gesture (Fig. 8(b) and Fig. 8(c)).

Hence, shaking back and forth (V) is confused with (f) Microphone, and this is also why its recognition accuracy

is lower than shaking laterally (IV).

The accuracies of (g) Call varied greatly depending on whether the phone is touching the ear or not (78%

vs. 97%). Based on daily experiences, most users will align the earpiece with the ear canal to hear more clearly.

Hence, the front camera can capture part of user’s helix as image features since it is located near the earpiece

(Fig. 5). However, the situation is much worse when touching the ear with the phone. The images are almost
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(a) Landscape (b) Microphone (c) V: Shaking (back and forth) (d) Call (touching ear)

Fig. 8. Examples of images captured by front camera from different participants.

black in some cases (Fig. 8(d)), which is visually indistinguishable from putting the phone in the pocket (VII).

Therefore, (g) Call (touching ear) is confused with task VII. Except for task V and VII, all the tasks achieved high

recognition accuracies (> 97%).

In conclusion, the image data is beneficial for recognizing ProxiTalk. Though the images are confused in some

cases, it can be solved by utilizing and integrating other data sources and models. For example, it is easy to use

motion sensors to detect shaking and the (g) Call gesture according to Study 2-1.

7 STUDY 2-3: ESTIMATE DISTANCE BETWEEN DEVICE AND MOUTH USING AUDIO DATA
In this study, we used the phone’s microphones to record users’ voice in close range (ProxiTalk) and at a distance,

respectively. We then analyzed the audio data and extracted features to distinguish whether the user is using

ProxiTalk. We also evaluated the recording quality by examining the accuracy of a speech recognition algorithm.

7.1 Participants
We recruited 12 participants (6 females, 6 males) from the campus, aged from 20 to 28 years (M = 22.7). Participants

were compensated $10 for their time.

7.2 Experimental Setup and Design
We conducted the experiment in a quiet meeting room with the participant sitting in front of a table. The

participant talked with 12 phone positions. Among the 12 positions, 7 were in close range, the phone positions
were all the triggered gestures in Fig. 2; 5 were at a distance, the phone positions were on the table, on the table

(reverse side), in the hand, in the hand (reverse side), and in the trouser pocket, respectively.

To avoid volume becoming a significant feature due to the distance difference, the participants were asked to

speak in two volumes: soft and loud. For soft condition, we instructed them to use the minimum volume that the

device could clearly receive based on life experience. For loud condition, they should speak loud enough that the

experimenter sitting across the table could clearly hear, just like a daily conversation.

We used Mandarin (Standard Chinese) as the experiment language to facilitate data collection and subsequent

evaluation studies locally. The speech contents come from three sources: simple commands, simple tasks, and

natural language. The simple command set contains frequently-used functionality of smartphones [59] (e.g.,

"screenshot", "open music", and "mute"). The simple task set takes Siri
3
as a reference (e.g., "call Mom for speaker.",

"wake me up at 7 AM"). The natural language set is randomly sampled from THCHS-30, a free Chinese speech

corpus [62]. In each condition (distance × volume), the participant spoke three sentences, each from one of the

three sources above. To balance the data that each speech content has a similar number of words, there are

multiple commands/tasks in one sentence (e.g., "copy, cut, paste, undo, redo, ..."). The participants were asked to

speak in a sequence with short pauses. We printed all the speech content on paper. Hence, the participants could

speak according to the paper without remembering the sentences.

3
https://www.apple.com/siri/
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(a) Horizon, soft (b) Cover Mouth, loud

Fig. 9. Audio timing signals of the two built-in microphones (top and bottom).

We used a three-factor within-subjects study design. The smartphone recorded 72 vocal sentences from each

subject (12 phone positions × 2 volumes × 3 speech contents) using two built-in microphones separating at the

top and bottom of the phone (Fig. 5). The audio format was 32,000 Hz, 16 bit, stereo.

7.3 Procedure
The procedure of this study is similar to Study 2-1. The main difference is that after tapping the start button,

there is a time interval long enough for the participant to move the phone to the required position (e.g., 2s for

reverse side, 5s for trouser pockets). Then the phone vibrates for a short time to indicate that the recording is

started. The participants were asked to redo one sentence if they said wrong content. The experiment lasted for

about 30 minutes.

7.4 Method
As described in Fig. 5, there are primary and secondary microphones separating at the top and bottom of the

phone. The secondary microphone is originally designed to filter ambient noise, and we found that it can also

be used for detecting ProxiTalk: one of the microphones is closer to user’s mouth than the other one when

performing some gestures like (a) Horizon and (b) Cover Mouth. According to the inverse square law for sound

amplitude, the intensity of the sound is inversely proportional to the square of the distance of the wavefront

from the signal source. Hence, the audio amplitude recorded from two microphones may be different, which can

be used as a classification feature. Fig. 9 shows two examples, where top and bottom represent the secondary and

the primary microphone, respectively.

We first used the VAD to classify each piece of audio data as being voiced or unvoiced. Then we extract the

statistical features of each voiced frame (0.2s, stride = 0.1s): minimum, maximum, mean, median, interquartile

range and root mean square of four data series: top, bottom, top - bottom, and top / bottom. The 6×4 = 24 numbers

form the feature vector of each frame.

7.5 Results and Analysis
7.5.1 Distance Classification. A C4.5 decision tree classifier was used to distinguish the distance of each frame

(close and distance). Table 5 shows the results of leave-one-subject-out cross-validation. The average frame-level

recall rate was 93.44%. (a) Horizon, (b) Cover Mouth, (f) Microphone, and (g) Call had the highest recall rate since

one of the microphones is closer to mouth than the other one in these postures.

If the approach can handle and give feedback after user saying (After-Speech feedback), then the classifier

could provide a result based on the whole sentence. The sentence-level prediction summarizes all the prediction
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Table 5. Classification accuracies of distance (close vs. distance) and speech recognition error rates based on audio data.

Gesture (close) (a) (b) (c) (d) (e) (f) (g) Mean

Accuracy (frame) 96.63% 98.41% 85.15% 87.12% 89.55% 98.03% 99.17% 93.44%

Accuracy (sentence) 100.0% 100.0% 98.48% 100.0% 100.0% 100.0% 100.0% 99.78%

STT error rate 4.63% 7.26% 6.11% 9.93% 7.66% 5.75% 10.19% 7.36%

Position (distance) In the hand

In the hand

(reverse side)

On the table

On the table

(reverse side)

In the pocket Mean

Accuracy (frame) 78.12% 90.61% 88.34% 75.52% 73.38% 81.19%

Accuracy (sentence) 92.12% 95.46% 90.15% 85.83% 76.67% 88.05%

STT error rate 17.32% 16.43% 16.58% 23.82% 38.95% 22.62%

probabilities of frames in the sentence (Table 5). The sentence-level recall rate was 99.78%, which means that the

model rarely rejects the usage of ProxiTalk. For negative data (distance), nearly nine-tens of sentences could be

rejected by the model. Note that the results are only based on audio data. In real use, the model will utilize and

analyze not only audio data but also motion and image data comprehensively, where the false positive rate will

be much lower.

7.5.2 Recording Quality. To ensure that the device can clearly receive users’ voice with different gestures, we

examined the recording quality by checking the recognition accuracy of Speech-To-Text (STT). We used the

Baidu SDK4
for speech recognition. We used editing distance (without punctuation) divided by the number of

characters of the sentence to measure the recognition error rate. The error rate serves as an end-to-end indicator

of recording quality in real use.

Table 5 shows the results. The error rates of close condition were significantly lower than those at a distance
(F1,11 = 14.6, p < .005). It confirms that bringing the device to mouth do have better recording quality. Compared

with (g) Call where the phone is near the ear, other gestures where the microphone is closer to the mouth have

better recording quality (e.g., (a) vs. (g): F1,11 = 6.97, p < .05). Since the study was conducted in relatively quiet

conditions, the differences would be larger in a noisy environment where anti-noise ability is more crucial.

As expected, the recording quality of (a) Horizon was the best since the user said directly to the primary

microphone. However, the difference between speaking to the top and bottom of the phone was not significant

thanks to the secondary microphone ((a) vs. (b): F1,11 = 3.75, n.s.; (a) vs. (f): F1,11 = 0.937, n.s.). The results show

that all the gestures ((a) ∼ (g)) achieved high recording quality.

8 STUDY 2 SUMMARY
In Study 2, we collected motion, image, and audio data and examined their performances on recognizing ProxiTalk.

Table 6 summarizes the results. The Fβ score is calculated as follows:

Fβ = (1 + β2) ·
precision · recall

(β2 · precision) + recall
(1)

The results in Table 6 can serve as the intuitive expressions of different model performances, though the

numbers cannot be statistically compared due to different study designs. Generally, all the three data sources

achieved high recognition accuracy, with image had the highest precision (97.12%) and audio had the highest

4
http://ai.baidu.com/tech/speech/asr
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Table 6. Performance summary and simulation of Study 2.

Data source Data type Precision Recall F1 score F2 score

IMU + proximity Motion 94.32% 97.59% 95.93% 96.92%

Front camera Image 97.12% 93.75% 95.41% 94.41%

Microphones Audio (frame) 83.24% 93.44% 88.05% 91.20%

Microphones Audio (sentence) 89.30% 99.78% 94.25% 97.49%

Before-Speech (Motion+Image) 97.90% 96.82% 97.36% 97.03%

After-Speech (Motion+Image+Audio) 98.45% 99.20% 98.82% 99.05%

Fig. 10. Summary of data source importance on recognizing different gestures.
√
denotes the corresponding data source make

a contribution on recognizing the gesture;
√√

denotes the data source is more reliable and efficient on the corresponding
gesture than the other gestures, i.e., higher recognition accuracy.

recall (99.78%). It shows that it is feasible and practicable to detect ProxiTalk utilizing the smartphone’s built-in

sensors and instruments.

As described in the ProxiTalk pipeline design (Fig. 4), the algorithm can detect the usage of ProxiTalk based

on all the different data sources, so the recall rate is more important than precision for each component of an

integrated model (e.g., during walking, though the phone in the trouser pocket is falsely triggered by the motion

data, it can be rejected by the image and audio features or even the microphones do not receive user’s voice).

Therefore, we reported F2 score, which places more emphasis on false negatives, along with the balanced F1 score.
In this regard, both the motion data (96.92%) and audio data (97.49%) achieved high F2 score, followed by the

image data (94.41%). Especially, if we remove the (g) (touching ear) in Table 4 whose accuracy was significantly

lower, the recall rate of image data will raise from 93.75% to 96.45%, with F2 score raise to 96.58%.

To get an insight into the recognition accuracies for both Before-Speech and After-Speech feedback, we ran

a data simulation by concatenating the three types of data. Because the three models had different precision

and recall, we used soft voting to combine them and grid search [26] to optimize parameters. Table 6 shows the

results: Before-Speech recognition achieved 97.36% F1 score, and After-Speech recognition achieved 98.82% F1
score. The results only serve as the reference for real-world use. We tested the actual performance in a subsequent

evaluation study (Study 4).

The recognition abilities of different data sources are also different among gestures. Fig. 10 shows an intuitive

illustration about it. In conclusion, (b) Cover Mouth achieved the highest recognition accuracy, followed by (d)

Touch Nose and (g) Call. Moreover, (b) Cover Mouth was also the favorite choice by users according to Study 1.
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Table 7. Confusion matrix of Study 3 (The complete 7-classes confusion matrix is presented in Table 8, Appendix A).

Actual Class

(a) (b) (e) (g)

Acc

(a) 377 0 1 1 98.47%

(b) 0 381 1 4 98.70%

(e) 1 0 380 0 99.74%

P
r
e
d
i
c
t
i
o
n

(g) 6 3 2 379 97.18%

(a) Before-Speech classification (Motion).

Actual Class

(a) (b) (d) (e) (g)

Acc

(a) 379 0 0 1 0 99.74%

(b) 0 379 14 0 0 96.44%

(d) 0 5 361 0 0 98.63%

(e) 0 0 0 380 1 99.74%

P
r
e
d
i
c
t
i
o
n

(g) 5 0 9 3 383 95.75%

(b) After-Speech classification (Motion + Touchscreen + Audio).

9 STUDY 3: CLASSIFY GESTURES OVER THE USE PROCESS
As mentioned in the introduction, it is attractive to identify which gesture the user is using for higher information

capacity and input bandwidths.

In the previous studies (Study 2-1 ∼ 2-3), we collected different data types (motion, image, and audio) and

examined their recognition performances respectively to increase the data variety. In this study, we first collected

and analyzed user behaviors of the full process of ProxiTalk usages. We then implemented an integrated model

for gesture classification and reported the classification abilities based on different combinations of data sources.

9.1 Participants
We recruited 12 participants (4 females, 8 males) from the campus, aged from 22 to 28 years (M = 24.3). Participants

were compensated $15 for their time.

9.2 Experimental Design and Procedure
The participant’s task was to use ProxiTalk with all the gestures ((a) ∼ (g)). For each trial, the participant first read

the trial description on the phone screen, then performed the required gesture and said one specified sentence to

the phone to finish the trial. The speech contents were randomly sampled from the simple task set used in Study

2-3 (described in Section 7.2) and were also printed on papers for reference. The volume was not controlled in

this study, and the only instruction was "the phone can clearly receive your voice" to simulate actual usage.

We used a within-subjects study design. The participants were asked to perform each gesture when sitting and

standing, respectively. In each condition, the participants finished eight trials with her/his right hand and eight

trials with left hand. Therefore, there were 224 trials in total (7 gestures × 2 user postures × 2 hand usages × 8

times). The orders of gestures were counterbalanced across participants.

The experiment smartphone and the data recording format were the same as in Study 2. The experiment lasted

for about 40 minutes.

9.3 Results and Analysis
We first examined the gesture classification accuracies of Before-Speech and After-Speech, respectively. We used

the VAD to obtain the time t that the participant began to speak.

9.3.1 Before-Speech Classification. For Before-Speech classification, the motion data (IMU + proximity) before t
was used for classification. The features used were the same as in Study 2-1, and an SVM classifier with RBF

kernel was trained. All the results reported in this study were based on leave-one-subject-out cross-validation.

Table 7(a) shows the classification results of 4 classes, which indicates that it can successfully (average 98.77%)
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(a) Cover Mouth (b) Touch Nose

Fig. 11. Example capacitive images.

distinguish four gestures before speech: (a) Horizon, (b) Cover Mouth, (e) Landscape, and (g) Call. Based on the

results of a simulation, integrated with the image model had less benefit on gesture classification.

9.3.2 After-Speech Classification. For After-Speech classification, we first utilized the audio data after t combined

with the motion data mentioned above. The voice features used were the same as in Study 2-3. In the situation

that the audio data was included, the (d) Touch Nose gesture could be distinguished from the four gestures. The

overall classification accuracy of 5 classes ((a), (b), (d), (e), and (g)) was 97.10%. However, there were still about

6% of the (d) Touch Nose data misclassified as (b) Cover Mouth due to similar phone position. To address it, we

speculate that the touchscreen data will help further improve the accuracy. Fig. 11 shows two examples of the

capacitive images. The philtrum may appear in the top of capacitive image when performing (b) Cover Mouth
(Fig. 11(a)), which is different from the image of the nose (Fig. 11(b)).

In practice, we obtained the 100 Hz, 18×32 capacitive images of the touchscreen from the hardware abstraction

layer to the application layer using the Java Native Interface (JNI). We first removed background noise under

a threshold and then extracted individual connected regions using a flood fill algorithm. For each region, we

extracted a set of features for classification: the location, the area, the width, and the length of the region.

Combined the motion and audio features with the touchscreen features, the overall 5-class classification accuracy

increased from 97.10% to 98.06% (Table 7(b) shows the confusion matrix). Especially, the precision of (d) Touch
Nose significantly improved from 93.15% to 98.63%, which shows that the touchscreen data is beneficial for

distinguishing it.

9.3.3 Over-Process Classification. To get a further insight into the classification ability over the process of

ProxiTalk, we employed the model only utilizing the data before a specific time t + t∆. For example, if t∆ = −0.1 s,
then the model used the motion data and touchscreen data before 0.1 second (t∆) before the user speaks (t ) for
classification. The audio data was used if and only if t∆ > 0. Fig. 12 shows the result. The k-classes classification

follows this order: (b), (a), (e), (g), (d), (c), and (f) (e.g., the 3-classes model classifies (b), (a), and (e)). The order

was determined through a data simulation process that a new class with minimal loss on mean accuracy was

included in k+1 classes. According to Fig. 12, the 2-classes model achieved an accuracy of 99.35% at t∆ = −0.2 s.
The 3-classes and 4-classes models had close accuracy curves and both achieved high Before-Speech accuracies

(> 98%). The 5/6/7-classes models benefit more from the audio data. The 5-classes accuracy continuously improve

with more and more audio data, while the curves of the 6-classes and 7-classes models converge at t∆ = 0.4
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Fig. 12. The average classification accuracy over the use process of ProxiTalk. The symbol t represents the time that the user
begins to speak.

s, with accuracies of 94.40% and 92.67% respectively. The complete 7-classes confusion matrix can be found in

Appendix A (Table 8).

In conclusion, all the results in this study can serve as the guideline and reference for interaction design

considering the accuracy-classes trade-off. Generally, the 4-classes and 5-classes models had satisfied accuracy (>
98%) on Before-Speech classification and After-Speech classification, respectively.

10 STUDY 4: EVALUATE PROXITALK OUTSIDE OF THE LAB
Based on the findings of previous studies, we implemented ProxiTalk on the smartphone. We then conducted

several street experiments throughout the campus, randomly invited participants to use our ProxiTalk prototype

and evaluate it.

10.1 Participants
A total number of 54 participants (24 females, 30 males; aged from 18 to 40, M = 21.4) were randomly invited from

all over the campus: 33 participants tested our ProxiTalk prototype in a noisy environment (18 in a classroom after

class, 8 in a cafe, and 7 at/near a sports ground), while the other 21 participants did in a relatively quiet condition

(12 in a meeting/discussion room and 9 in a study room). None had participated in the previous data-collection

experiments. Participants were compensated $1 or a half-price ticket for a cup of coffee for their time.

10.2 Experimental Setup and Design
We deployed the prototype on a Mate 10 smartphone (Fig. 5). In practice, we utilized the motion, image, and

audio data to implement the recognition algorithm. The three classifiers were trained with all the data collected

in Study 2. We then used the weighted average predicted probabilities (soft voting) to combine the classifiers,

whose weights were trained by grid search [26] using the data of Study 2 and Study 3. The phone sent 192×108

images to a laptop and received the CNN prediction results via wireless networks.

Once the acceleration of the mobile phone passes a threshold, the motion model and image model will be

activated for three seconds, perform the recognition at a frequency of 10 Hz, i.e., use the buffered data (2s) to
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recognize the ProxiTalk usage per 100ms. When the motion model and image model detects a usage, the phone

will vibrate to inform the user (Before-Speech feedback). The audio model is always-on in our prototype, and an

overall prediction result will be given to the user via screen by all the three models (After-Speech feedback).

The participant’s task was to use ProxiTalk with the (b) Cover Mouth gesture, which achieved the highest user

preference score (Fig. 3) and recognition accuracy (Fig. 10). Though the prototype actually supported all the

gestures in Fig. 2, we just tested the (b) Cover Mouth gesture as an example to evaluate the feasibility of ProxiTalk

in the short street experiments.

10.3 Procedure
We first gave the participant a brief introduction of ProxiTalk. Then the experimenter performed the (b) Cover
Mouth gesture as a demonstration. The participant was asked to use ProxiTalk with the (b) Cover Mouth gesture

ten times (five for left/right-hand use). Similar to Study 3, the participant said one sentence which was randomly

sampled from the simple task set and displayed on the phone screen. The experiment system recorded the

timestamps of feedback triggering during the study, and we also asked the participant the number of successful

uses for double-checking. Finally, we asked participants some subjective questions and encouraged them to give

comments on ProxiTalk. The experiment lasted for about 3∼5 minutes.

10.4 Results and Analysis
10.4.1 Recognition Accuracy. The average recognition accuracy of the motion and image models was 97.59% (SD

= 6.42), which means that it successfully detected 527 (out of 540) ProxiTalk uses before speaking. The result is

close to that of Study 2 (Table 6). Combined with the audio model, the overall accuracy raised to 99.44% (SD =

2.31), which means that it failed to detect only three (out of 540) uses. All the promising results showed that it is

practicable for a smartphone to detect ProxiTalk.

Among the 54 participants, 48 participants successfully triggered Before-Speech feedback (vibration) at their

first attempts, and all the users quickly acquired it within three tries. It indicates that the learning cost of ProxiTalk

and (b) Cover Mouth gesture is pretty low.

10.4.2 Subjective Evaluation. After the experiment, we asked participants two questions on a 5-point Likert Scale

(1 - totally disagree, 5 - totally agree):

• Q1: In your daily life, do you often move your phone to your mouth for speech input, especially in public?

• Q2: Are you willing to use ProxiTalk compared/along with current voice interaction methods (but-

ton/touch/wake word)?

The average rating of Q1 was 4.44 (SD = 0.69), which confirms that ProxiTalk is consistent with users’ habits.

The average rating of Q2 was 4.09 (SD = 0.73), which shows that users generally like ProxiTalk and are willing to

use it. Most users were satisfied with the recognition accuracy, and few participants reported perceived delay

as long as the phone vibrated. However, if the phone did not vibrate (the motion model and image model did

not detect a usage), the user would feel a bit confused and tended to repeat the raising action to trigger it. It

indicates that users appreciated and relied on the Before-Speech feedback (if it is offered), which should be

considered and designed carefully. One of the participants who rated Q2 a 2-score concerned about the power

consumption of ProxiTalk. Another participant who also rated Q2 a 2-score "didn’t want the front camera to be
turned on automatically". These concerns show that besides recognition accuracy, there are also many aspects

need to be considered when designing algorithm, and it is also important to give the users the option to choose

which sensors can be activated.
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11 DISCUSSION OF MORE POTENTIAL SENSORS AND INSTRUMENTS
In our studies, we only used the built-in sensors and instruments of a commercial off-the-shelf smartphone

without any hardware modifications (Fig. 5) to demonstrate the feasibility of ProxiTalk on current smartphones as

much as possible. In this section, we discuss more potential sensors and instruments which may further improve

the recognition performance.

First, the proximity sensor used in the studies only reported binary results (i.e., 0 for far, 1 for near). For better

performance, proximity sensors that return the absolute distance according to Time of Flight (ToF) can be used

(e.g., the distance continuously decreases while the phone is approaching), whose cost is still very low due to

mature technology. We also recommend installing proximity sensors at the top and bottom of the smartphone

along with the primacy/secondary microphones (Fig. 5) to better sense (a) Horizon and (f) Microphone.
In the pipeline design (Fig. 4), the front camera is activated when the motion sensors detect a possible usage.

The main goal of this design is low power consumption, just like Apple’s Face ID for unlocking, which only

activates after waking the device by either raising or tapping [3]. However, an always-on camera would be helpful

to avoid the case showed in Fig. 8(d) by caching the images and checking the images through the use process of

ProxiTalk. As for power concern, it can be run at a low fps and resolution (192×108 images used in our approach).

Furthermore, a depth camera would be extremely useful for a dark environment.

In our studies, we mainly used the volume difference between the two microphones to recognize ProxiTalk and

classify gestures. In addition, there may be more clues to estimate the distance based on the audio signal itself. For

example, when using ProxiTalk, there may be blowing/blasting sound recorded by the microphone due to close

distance, and the tone of voice may be different from daily conversation. The sound spectrum may also be slightly

varied since high frequencies are more quickly damped by the air than low frequencies, though it may be highly

affected by the user’s tone and mood. Furthermore, it is theoretically possible to use multilateration technique

(≥ 4 microphones) to locate the sound source according to the time difference of arrivals [61], but its feasibility

and robustness on phones (which is quite small for a microphone array setting) remains to be examined.

12 LIMITATION AND FUTURE WORK
We now summarize some limitations of this paper, which we also see as opportunities for future work.

First, the results of Study 3 showed that ProxiTalk could efficiently support up to five gestures classification.

However, the number of gestures that users will use and memorize still remains to study. The customization of

gestures is also needed, and it is worthwhile to study how users understand each gesture and map it with which

functions.

Second, we only discussed a typical use of ProxiTalk (Fig. 4), there is still more design space for it. For example,

users may use nose [69] and ears [64] to interact with the touchscreen when performing (d) Touch Nose and (g)

Call. It is also interesting to implement different kinds of feedback (e.g., vibration, bright screen, beep, and voice)

and investigate their impacts on user behaviors and preferences.

In this paper, we implemented the ProxiTalk prototype and mainly investigated its feasibility. For real use, the

error recovery functionality is essential to a voice interaction system. Possible solutions would include utilizing a

button as a backup option to enable voice input and designing efficient interaction to rollback the operations

caused by false positive responses, which are all worth researching in the future.

In addition, as discussed in Section 11, it is also valuable to explore more possible data sensors for recognizing

along with the considerations of cost-performance trade-off in terms of hardware configuration and power

consumption. Also, in our evaluation study, we implemented the image model on a laptop for faster prototyping.

How to compress the model and implement it into a mobile device to achieve a satisfying performance is also

worth researching [37, 65].
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13 CONCLUSION
We present ProxiTalk, an efficient and easy-to-use interaction technique to activate speech input by simply

bringing the mobile phone to mouth. We iteratively conducted four user studies to investigate it. In Study 1,

we elicited triggered gestures from 24 participants (Fig. 2), and showed the subjective ratings and comments

of these gestures (Fig. 3). In Study 2, we found that all the motion, image, and audio data can achieve high

recognition performance (F2 = 96.92%, 94.41%, 97.49%), but varied among different gestures (Fig. 10). In Study

3, we showed that the capacitive data benefits gesture classification, and the 4-classes and 5-classes models

had satisfied accuracy (> 98%) for Before-Speech and After-Speech classification, respectively. In Study 4, our

prototype achieved 97.59% accuracy on Before-Speech feedback and 99.44% accuracy on After-Speech feedback.

Overall, our findings showed that ProxiTalk is a practical and promising option to activate smartphone speech

input.
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A STUDY 3 APPENDIX

Table 8. Complete After-Speech classification confusion matrix of Study 3.

Actual Class

Acc

(a) (b) (c) (d) (e) (f) (g)

P
r
e
d
i
c
t
i
o
n

(a) 379 0 0 0 1 0 0 99.74%

(b) 0 342 13 11 0 9 0 91.20%

(c) 0 22 360 9 0 18 10 85.92%

(d) 0 5 0 350 0 0 0 98.59%

(e) 0 0 0 0 379 0 0 100.0%

(f) 0 12 6 0 0 353 2 94.64%

(g) 5 3 5 14 4 4 372 91.40%

Proc. ACM Interact. Mob. Wearable Ubiquitous Technol., Vol. 3, No. 3, Article 118. Publication date: September 2019.

https://doi.org/10.1145/3038912.3052577
https://doi.org/10.1145/3038912.3052577
https://doi.org/10.1145/2254556.2254583
https://doi.org/10.1145/2254556.2254583
https://doi.org/10.1145/2596695.2596720
https://doi.org/10.1145/2596695.2596720

	Abstract
	1 Introduction
	2 Related Work
	2.1 Activity Recognition on Mobile Devices
	2.2 Speech Input on Mobile Devices

	3 Study 1: User-defined Gesture and User Preference
	3.1 Gesture Elicitation
	3.2 Subjective Evaluation

	4 Recognition Pipeline of ProxiTalk
	5 Study 2-1: Recognize Phone Approaching using Motion Data
	5.1 Participants
	5.2 Experimental Setup and Design
	5.3 Procedure
	5.4 Method
	5.5 Results and Analysis

	6 Study 2-2: Detect Facial Features using Image Data
	6.1 Participants
	6.2 Experimental Design and Procedure
	6.3 Method
	6.4 Results and Analysis

	7 Study 2-3: Estimate Distance between Device and Mouth using Audio Data
	7.1 Participants
	7.2 Experimental Setup and Design
	7.3 Procedure
	7.4 Method
	7.5 Results and Analysis

	8 Study 2 Summary
	9 Study 3: Classify Gestures over the Use Process
	9.1 Participants
	9.2 Experimental Design and Procedure
	9.3 Results and Analysis

	10 Study 4: Evaluate ProxiTalk Outside of the Lab
	10.1 Participants
	10.2 Experimental Setup and Design
	10.3 Procedure
	10.4 Results and Analysis

	11 Discussion of More Potential Sensors and Instruments
	12 Limitation and Future work
	13 Conclusion
	Acknowledgments
	References
	A Study 3 Appendix

